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Abstract—We propose a novel unified parallelization
framework, consisting of algorithms, strategies, and data
structures, to radically enhance the efficiency of the shooting and
bouncing rays (SBR) method for ray tracing (RT)
electromagnetic propagation modeling. The massively parallel
optimization of the SBR code is achieved by integration of the
SBR with NVIDIA OptiX Prime programming interfaces on
graphics processing units (GPUs), comprehensive parallelization
of all components of the SBR algorithm, including electric field
computation and postprocessing tasks being traditionally limited
to sequential operation, and addressing and optimizing memory
usage and constraints to further advance efficiency of the overall
method. Numerical results demonstrate that the new proposed
optimized SBR methodology achieves massive parallel vs. serial
speedups and upwards of 99% parallelism under Amdahl’s
parallelization scaling law. The strategic use of GPUs and the
innovative meticulous parallel optimization of all computational
aspects of the code, explained in detail in the paper, yield an SBR
ray tracing methodology of unparalleled efficiency, without
sacrificing the previously advanced and established accuracy of
the method. Rather, the presented major enhancements of the
efficiency and the uniquely high level of parallelism are enabled
by and addressed synergistically with the improvements of the
accuracy of the SBR computation.

Index Terms — Wireless propagation modeling, asymptotic
high-frequency techniques, ray tracing, shooting bouncing rays,
high performance computing, parallelization, graphics
processing units, parallel/serial speedup, parallelism level,
scaling.

1. INTRODUCTION

Ray tracing (RT) is a high-frequency asymptotic method
that provides an alternative approach to solving electrically
large computational electromagnetics (CEM) problems that
traditionally require prohibitively large computation times
using full-wave CEM solvers [1]-[3]. As a significant
advantage in terms of efficiency over full-wave methods, the
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shooting and bouncing rays (SBR) RT technique features a
time complexity of O(NK), where N is the number of rays
and K is the number of reflections [3], [4]. The SBR
algorithm also has substantially lower computational
complexity than the image theory (IT), another RT approach,
the complexity of which is O(NK), where N is the number of
planar facets in the model and K is the number of reflections.
IT is also limited to planar structures because in curved
geometries the concept of images becomes ambiguous with an
image from a curved surface being a line instead of a discrete
point [5].

Generally, CEM background and advancements tightly rely
on those in (1) electromagnetic/physical formulations and
contexts of engineering problems, (2) mathematical and
numerical foundations of methods and algorithms, and (3)
computing  hardware and  software infrastructure.
Consequently, CEM research is one of the most natural,
intense, and advanced combinations of engineering, physics,
mathematics, and computer science, with extremely exciting
potential and challenges. Indeed, it is the category (3) that has
recently provided unprecedented opportunities, with the
associated challenges, for the rapid growth of CEM
capabilities and modeling technologies needed and desired by
electromagnetics application researchers and practitioners, in
close synergy, however, with categories (1) and (2). This
paper focusses on some of the new ways to better harness the
advantages of emerging and growing computing hardware
and software infrastructure for CEM, and RT in particular.

Most notably, the development and abundance of graphics
processing units (GPUs) has created the enabling technology
to achieve massive parallelization. In fact, enormous advances
in GPU technology have made these hardware accelerators
widely useful outside of the computer graphics world.
Originally for graphics applications, GPU architectures are
optimized for inherently parallel operation. GPUs are
optimized to handle tens of thousands of threads to keep up
with the billions of linear algebra calculations required for a
high-end video game rendering in real time on an HD
monitor. GPUs are therefore ideal candidates when large scale
parallelization of simple operations is required [6]. Due to
their unique architecture, GPU programming is often done
with the compute unified device architecture (CUDA)
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language, an application programming interface (API) created
by GPU manufacturer NVIDIA for use with their products.

In addition to its advantages in terms of memory and
computation time requirements, the SBR RT method can
benefit immensely from GPU acceleration, due to the linear
nature of the ray decomposition, enabling independent tracing
of each ray (excluding ray overlap processing). Considerable
work has been done to parallelize the method for
implementation on GPUs, such as [7], [8]. However, with the
SBR RT application consisting of (1) geometric and physical
path calculation of rays as they propagate through a given
structure and (2) field calculation of each ray, it is part (1)
where good parallelism has been achieved. Portions of the
code remain serial, particularly part (2), namely, electric field
computations from RT results.

Accuracy improvements of several components of the SBR
computation can lead to a SBR method capable of performing
wireless propagation modeling of tunnel environments with
the same accuracy as the IT RT, a computationally much
slower but traditionally more accurate solver [3], [9]. A ray
classification method presented in [9] allows for
parallelization of the double count removal portion of the
SBR algorithm, which traditionally has been very difficult to
parallelize.

This present paper proposes a novel unified parallelization
framework of algorithms, strategies, and data structures to
radically enhance the efficiency of the SBR RT method by
integration of SBR with OptiX Prime, comprehensive
parallelization of all components of SBR computation,
including electric field computation and postprocessing tasks
being traditionally limited to sequential operation, and
addressing and optimizing memory usage and constraint
issues to further advance efficiency of the overall method.
The paper shows excellent parallelism of the method, as well
as extremely substantial reductions in computation time when
compared to the existing methods.

Details on the approach to computing, storing, and updating
the electric field for each ray are described in order to develop
an understanding of the flow of data and processing on the
GPU. We introduce the important optimization strategies used
for writing efficient executable code on NVIDIA GPUs. This
includes the importance of structured global memory accesses
that limit the total number of reads and writes to memory
necessary and the inevitability of GPU synchronization.
Configuration optimization of the GPU kernels for the RT
program is compared with changes in performance from
different configurations. Specific implementations of the RT
algorithm to incorporate these strategies are discussed. We
believe that the presented algorithms, strategies, and data
structures should be very useful to researchers, developers,
and practitioners of ray-based and other high-frequency
methods and modeling. They should also be of significant
interest to the area of parallelism and efficiency enhancement
of CEM techniques in general.

The results demonstrate that the new SBR methodology
achieves upwards of 99% parallelism, whereas no such
scaling performance, or close to it, has been reported for RT

computations so far. We assess the level of parallelism using
Amdahl’s law, a predominant scaling law for systematic
prediction, assessment, and understanding of parallelization
speedup and parallel scaling properties of a code [6]. This
dramatically reduces computation time for convergence in
tunnels (tunnels are challenging for RT simulations due to the
difficulty in simulating multipath propagation effects in large
tunnel environments by RT approaches), for example, as well
as in an urban outdoor wireless propagation environment.
Overall, the computational accelerations achieved from the
very high level of parallelism yield an SBR ray tracing
methodology of unparalleled efficiency, without sacrificing
the previously advanced and established accuracy of the
method [3]. Importantly, the major enhancements of the
efficiency (this present work) have been enabled by and
addressed synergistically with the improvements of the
accuracy [3] of the SBR computation. Note that a portion of
this work has been reported in a M.S. Thesis [10]. A very
preliminary brief report has also been presented in [11].
Finally, we insist here on a distinction between parallelization
and parallel optimization of the code; namely, without the
enhancements proposed in this paper, conventional
parallelized SBR will result in several orders of magnitude
more computation time for the same accuracy.

II. OPTIX PRIME INTEGRATION IN RT CEM ANALYSIS

In our approach to a RT CEM analysis of a propagation
structure or system, the environment is meshed into discrete
triangular facets. We use the NVIDIA OptiX application
programming interface (API) to compute the ray-facet
intersections in order to trace the rays as they propagate
through the environment once launched by the antenna. In
most scenarios, the medium of propagation is assumed to be
air. Once the ray has reflected, the triangles or faces that have
been intersected are used to calculate Fresnel coefficients,
which are then used to calculate the attenuation of the electric
field based on the material composition of the facet. Such
generated ray information is used to populate a buffer of ray
type objects, and this buffer is one of the main programming
components available in the NVIDIA OptiX Prime RT APIL
The buffer is passed to the OptiX Prime ray intersection
program that runs on the GPU and determines the path of a
ray from an origin point to a destination point along the
direction specified in the spawning. It is indeed advantageous
to use the OptiX Prime API given a tremendous research and
implementation effort by NVIDIA over the years in
developing OptiX Prime as a general-purpose RT engine [12].

An essential feature and a primary reason for using OptiX
Prime is the efficient construction of the binary space
partition (BSP) tree. The BSP tree is a tree type data structure
that stores subdivisions of an environment and allows for
efficient ray triangle intersection tests by pruning out sections
of the space that are not physically reachable from other
sections of the space. In order to construct the BSP-tree and
perform ray-facet intersection tests, the OptiX Prime RT API
needs a geometry description file to build a mesh. The OptiX
Prime API then loads the mesh and executes a closest hit
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query for every ray in the ray buffer and calculates the nearest
intersection with a triangle for that ray. Here, an efficient BSP
tree reduces the total number of facets that have to be checked
for a ray in order to find which one it hits first [13]. The field
evaluation can then be performed based on the computed
intersections and the associated ray reflections. After the ray
reflection calculations, the information regarding the previous
path segments the ray has traveled is used in postprocessing to
determine any intersections the ray may have had with an
observation point.

Note that certain anomalous scenarios can occur while a
ray is in the geometric portion of the SBR RT algorithm, and
they need proper attention and mitigation. The first such
scenario occurs when the ray escapes the mesh that it is
propagating in, which is a product of numerical precision
error that allows rays that hit directly on the boundary of two
facets to escape the mesh structure. This happens rarely and is
mitigated in the RT application by identifying the escaping
rays in the buffer and removing the respective information
from the simulation. In the second scenario, a ray leaves the
region of interest, or the section where the observation points
are located, without leaving the actual mesh. In order to limit
this region of interest, a bounding box consisting of multiple
“absorbing” planes is created to terminate any ray that
intersects the box.

III. OPTIMIZATION OF PARALLELIZED SBR RAY TRACING
CEM METHODOLOGY ON GPUs

A. SBR RT GPU Computation Theory and Implementation

The shooting bouncing RT program involves the spawning,
propagation, electric field computation, and electric field
summation of millions of rays. The ability to launch millions
of rays is highly dependent on the structure and efficiency of
the code as well as the level of parallelization achieved. SBR
RT is a highly parallel procedure because each ray propagates
independently and any computation involving a ray can be
performed without interference from other rays. GPUs appear
to be ideally suited for an overreaching goal of fully
benefiting from the inherent parallelism of the SBR process,
in terms of making the computation as efficient as possible.
Specifically, GPUs are effective with this type of highly
parallel programming as each basic work unit, or thread, on
the GPU can compute, track, and update an individual ray’s
information. In contrast to central processing units (CPUs),
GPUs are optimized for data parallel throughput computations
and low latency access to cached data sets. Whereas CPUs are
designed to control logic for out of order and abstract
execution, GPUs perform best on organized instruction sets
with limited control-flow branching. GPUs are also
architecturally more tolerant of memory latency and have
physically more transistors that can be dedicated to arithmetic
computation [13]. For all these reasons, GPUs are highly
advantageous for RT applications.

The compute unified device architecture (CUDA) parallel
computing platform is the primary language used to program
on NVIDIA GPUs, permitting the creation of parallel

computational instructions to very substantially increase
efficiency from the GPU cores and decrease computation
time. The device code for NVIDIA GPUs is written in CUDA
C/C++ and the executable code on the GPU runs kernels that
are synchronous computation batches containing sequential
instruction sets. The sequential code located inside the kernels
is executed by the threads that are spawned at the start of the
kernel execution.

Understanding the structure and execution procedure of
NVIDIA GPUs is essential for efficient parallelization of the
SBR RT application. The finest execution unit on the GPU is
the thread, with GPU threads being similar to threads on a
CPU and executing instructions sequentially. They are
grouped into thread blocks and all thread blocks used in the
execution of a kernel compose a grid. When a kernel is
executed on the GPU, the thread blocks in the grid are
distributed to the available streaming multiprocessors (SMs)
located on the GPU. Thread blocks do not begin execution
until an SM has enough resources for all the threads inside the
thread block to execute. The SMs have shared memory that
can be used by all the threads inside that block. The threads
located in the block running on the SM cannot all run at one
time and the SM typically, in the case of the NVIDIA GTX
1060 GPU used for the SBR RT application in this work, can
execute a group of 32 threads, known as a warp, at one time.
Warps run in parallel, allowing these groups of threads to
execute their instructions rapidly.

Parallel execution, however, introduces new complications:
race conditions are extremely frequent in parallel programs
and especially in the RT application and can destabilize a
program without conscious handling. The main race condition
occurs when the electric field at an observation point is
modified by adding the electric field from all the rays that
have intersected the same observation point. Since many
threads on the GPU are all executing concurrently, many of
the threads would be modifying the memory containing the
electric field for the observation point simultaneously. This
means that the electric field for each observation point may
not be updated properly by the threads performing the
postprocessing calculations. To eliminate this race condition,
the threads must synchronize to ensure mutual exclusion
when reading or writing to the memory where the electric
field for the observation points is stored. The downfall with
this synchronization is a loss in computation time due to
threads having to wait for one another to update the electric
field.

Effective GPU programing ensures that work is given to all
the pipelines available on the GPU and increases computation
throughput by hiding the latency of the memory pipelines. To
maximize efficiency on the GPU, ideally all the SMs should
be running code continuously with other computations
running asynchronously. The amount of memory available on
the GPU and on the host CPU are the primary limiting factors
of the SBR RT application. The memory requirements of the
GPU only allow a fixed number of rays to be computed at a
time. Because of this constraint, for some larger structures,
the rays need to be split into batches before being sent to the
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GPU. The first type of batching involves the subdivision of
the faces of the icosahedron used to launch the rays initially
(we employ an icosahedron for the sampling method in our
spawning technique for the RT application) [3]. The other
type of batching utilized in the SBR RT application is the
batching of the reflection calculations for each of the rays. If
the ray’s reflection calculations are not batched, then storing
all the path information for a ray over hundreds of reflections
would overflow the memory. This is because each ray
reflection consists of the ray’s previous and current
intersection points each represented as three floating point
numbers and the identification of the triangle that was hit
represented by an integer type. This stored information
equates to 28 bytes of memory for each reflection, and for 100
million rays, this would be 2.8 gigabytes of storage per
reflection. Hence, as the number of reflections increases, only
information about a ray’s current reflection segment is tracked
to limit this memory footprint, and after all paths in a batch of
rays have been computed, the next batch is processed. This
procedure is repeated until no remaining rays need to be
traced for intersections with the observation spheres or the
limit on the number of reflections has been reached.

Maximum efficiency with any kind of parallelization,
especially on GPUs, requires the optimization of the program
to get the best performance possible. The first type of
optimization prevalent with all NVIDIA CUDA GPU
programs is the launch configurations of the kernel. The
launch configurations refer to the number of blocks and
number of threads per block that are created to run the code
within the kernel. The downside of having too many spawned
threads is that some threads will be idle while the other
threads are doing all the work. Conversely, if there are too
few threads then there could be resources on the GPU such as
CUDA cores and SMs that are not being utilized for
computation. To get the best efficiency, all compute units on
the GPU should remain occupied with computation. The RT
application is memory bound, meaning that the bottleneck in
simulations is primarily due to the memory limits available to
hold data, and the simulation therefore requires higher thread
occupancy in order to achieve better efficiency. In our work,
various kernel launch configurations were tested beginning
with a block size of 128 threads and adjusted to the number of
threads per block in increments of 32. The best results, in
general, were obtained with 128 threads per block. The
number of blocks is also an important consideration, and
typically 1,000 or more thread blocks are necessary as this
enables the code to be evenly distributed among the GPU
hardware, but also highly modular and scalable with
additional GPUs.

B. Optimal Parallelization of Ray Tracing Method

Fig. 1 shows the flow between the GPU and CPU in our
SBR RT method, depicting the transfers between the GPU
and CPU, which can be a severe bottleneck when running
simulations. As can be seen, the method starts with loading
the environment mesh into the CPU, which has all pertinent
information about surface normals and locations. The ray-

initialization-icosahedron is then generated, and the ray-
neighbor adjacency map is calculated, which, in turn, is used
to find exact ray cone sizes for computing ray-receiver
intersections more exactly. This is the bulk of the work
performed on the CPU, which remains constant as ray
numbers and reflection counts increase. The batching loop is
then started, with the 20 faces of the icosahedron being the
default number of batches in the program. Initial ray
directions are generated across one face of the icosahedron,
subdivided according to the n triangular number [3], and
these are copied to the GPU memory.
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Fig. 1. RT methodology: Flowchart showing basic processes of the proposed
RT method as well as transfers between the GPU and CPU.

Ray-mesh intersections are calculated using the NVIDIA
OptiX Prime API. In this routine, we determine the
intersections of these rays with set receiver points, and
remove double counted rays by means of a new method
described in [3], [9], which uses information from the ray
adjacency map already created. After the ray double count
removal, the ray fields are employed to update the receiver
fields at every point, according to Fresnel’s coefficients and
reflection geometry. The ray information and receiver field
arrays are copied to the CPU memory, which is the main
transfer bottleneck — not severe, however, since both arrays
contain a minimal amount of information. The copied receiver
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fields are added to the master copy on the CPU. If the
reflection limit has not been reached, new ray directions are
calculated, and the loop is repeated. If the reflection limit is
reached, the program moves onto the next batch of rays, and
the process repeats. Once all the batches have been
completed, the master CPU copy of receiver fields is output to
a text file. As we can see from this process, the bulk of the
calculations are done on the GPU, which helps to vastly
accelerate the program. Bottlenecks between the GPU and
CPU are limited, which also helps to increase speed.

Global memory (memory allocated on the GPU device
from the host) throughput is an important optimization
consideration when computing on a GPU. Transferring
information from host memory to device memory is very slow
and the number of copies needs to be minimized. In the RT
application, the data for each ray is transferred to the GPU
only once before the postprocessing after each reflection. The
largest memory storage on the GPU is global memory which
is up to 6 GB in the case of NVIDIA GTX 1060 GPU used in
this work. Global memory is accessible by all threads running
across all thread blocks in the grid, but it has very high access
latency [14]. All memory operations performed in the
execution of the kernel are issued per warp and the warp
accesses memory in 32-word chunks. If the 32 threads in a
warp access continuous addresses in memory, then the latency
for that group of threads is reduced. These types of accesses
to global memory are called coalesced accesses and they
ensure all threads access a continuous chunk in memory and
therefore reduce the total time for memory access. In order to
achieve the coalesced memory accesses, our SBR RT
application avoids scattered address patterns and global
memory storage with large strides between accesses.

Ray double counting is a well-known issue with the SBR
method, with different methods proposed to address this
problem [15]-[17]. Recently, we proposed a double count
removal method using icosahedron geometry and ray cones
approach [3]. As illustrated in Fig. 2, if two neighbor rays
reach the same observation point in the same number of
reflections, they represent the same wavefront, and one is
easily removed. Efficient parallelization of the double count
removal procedure is a very important aspect of the GPU
optimization for the SBR code. However, the double count
removal methods still suffer from the need to examine
neighbor ray paths to identify the double counted rays, which
is inherently not parallel. To parallelize this portion of the
code, adjacent rays need to be split into different classes. The
icosahedron spawning pattern allows for grouping rays into
three distinct classes, in which no adjacent rays will be a
member of the same class. Fig. 3 shows an example of the
different classes displayed as three colors plotted over the
faces of the icosahedron. Specifically, we split the adjacent
rays into separate classes to ensure that no two adjacent rays
that double count on the same observation point are processed
at the same time, and this classing method is described in
detail in [9]. If the GPU threads were to execute the double
count removal simultaneously, namely, if the classing method
were not used, two rays that have intersected an observation

point and represent a double count would not be properly
flagged, and the double count would be missed.
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Fig. 2. Ray cone double counted wavefront: Illustration of overlapping ray
cones, with multiple adjacent cones intersecting the same observation point
(the black dot) due to the overlap.

Fig. 3. Adjacent classes of the RT icosahedron: The three distinct classes
displayed as red, green, and blue dots plotted over the icosahedron display
how adjacent rays are members of different classes.

C. SBR Electric Field Computation Acceleration

Typical SBR algorithms use the physical optics (PO)
radiation approximation for the electric field computations.
Essentially, the rays are used to “paint” surface currents in the
environment, which are then entered in the PO integral to
compute scattered fields. These integrations can be carried out
for each mesh facet individually [7], which does allow for
some degree of parallelization. However, the numerical
integration is still computationally heavy for GPU
implementation, which can result in an efficiency bottleneck.
In the method presented here, instead of using the PO
approximation, the SBR technique implements a ray-sphere
intersection method, as detailed in [3]. The advantage is that
each ray-sphere test is entirely independent from one another,
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as well as computationally efficient. This results in an electric
field computation scheme that allows for embarrassingly
parallel GPU methodology.

Our methodology uses the NVIDIA CUDA API to search
ray path intersections in parallel, where every ray is checked
for intersection with observation point spheres, which
represent the radius of the ray-cone. Since it is possible for a
ray to intersect multiple observation points, every ray must be
checked with every sphere, which results in a computational
complexity of O(NP), where N is the number of rays and P is
the number of observation points. Due to the nature of arrays
on GPUs, it is impossible to allocate an array in memory
without knowledge of the array size, and, since the number of
ray-observation intersections cannot be known a priori, ray-
observation checks need to be conducted twice to achieve
parallelism, as follows. Our technique checks for the ray-
observation intersection, and if found true, it uses atomic add
to create a total count of intersections, which is then used to
allocate an array on the GPU. The same intersection checks
are done again, but now we fill the array with electric field
data that is used to calculate the total electric field.

While this unavoidable doubling of the ray-observation
checks, for GPU parallelism, certainly decreases the
efficiency of the analysis per se, given that typically both N
and P are very large in RT applications, and so is O(NP), the
overall order of magnitude for the computation time remains
the same, and hence this method still massively benefits from
parallelization. To illustrate this, Fig. 4. shows the comparison
of the ray-sphere intersection method time when done on a
GPU versus a CPU. In the CPU intersections, C++ vectors are
leveraged so that the intersections do not need to be computed
twice. Instead, a vector push back is used to extend the
container for each valid intersection. However, due to the
inefficient nature of vector reallocation, as well as the fully
parallel computations on the GPU, we see an increase of up to
125x for just this portion of the code. This is also indicative
of a massive increase in computational efficiency of the
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Fig. 4. Speedup of the ray-observation intersection method (only a portion of
the overall SBR RT code), vs. the number of rays, as implemented on a GPU
in parallel, with two passes of the intersection checks method, relative to the
implementation on a CPU in serial, with intersections computed once.
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overall SBR RT methodology with the proposed GPU
parallelization, resulting in an unparalleled total computation
time relative to other approaches.

IV. NUMERICAL RESULTS AND DISCUSSION

As the first example of the computational speedup from the
proposed novel NVIDIA OptiX Prime CUDA GPU
parallelization framework for SBR RT CEM propagation
modeling, Fig. 5 shows strong scaling results of the SBR code
when compared to Amdahl’s parallelization scaling law at
99.3% parallelism, when using 2.5 million rays and 20
reflections, which are typical values required for convergence
of the SBR method. The number of CUDA blocks is set to 1
while increasing the number of compute threads per block
from 1 to 1024, to increase parallel computations, where 1024
threads per block is a limit for this comparison imposed by
CUDA. These strong scaling results indicate that the code has
achieved about 99% parallelism, namely, a 99% parallel
portion with 1% sequential rest. This is an excellent outcome,
generally extremely difficult to realize due to many
postprocessing tasks being traditionally limited to sequential
operation. We also perform the evaluation of the level of
parallelism using Amdahl’s law specifically for the electric
field computation portion of the SBR algorithm and code,
along with the parallelism for the entire algorithm and code.
The results show very similar parallelism levels, of about
99%, for both the entire code and the field computation part.

—%— This SBR Method, Field Computation

Amdahl's Law 98% Parallelism, Field Computation
—— This SBR Method, Entire Code
1504 — Amdahl's Law 99% Parallelism, Entire Code

100 10! 102 107 104
Parallel Threads

Fig. 5. Comparison of strong scaling SBR RT results with 2.5 million rays
and 20 reflections to Amdahl’s law with 99% parallelism, curve-fitted
through the SBR data points. The GPU computations are performed a
variable number of compute threads (per block).

As the next code efficiency demonstration, Fig. 6 shows a
comparison with Amdahl’s law of strong scaling results
obtained with the same accelerated SBR framework as in Fig.
5 but for the number of threads per block set to 128 and the
number of CUDA blocks swept from 1 to 4096. We observe
from this experiment a strong speedup and approximately
97% parallelism in the code even when a larger number of
total compute threads are used. We also see the speedup
plateau at around 1000 blocks, which signifies full occupancy
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of the GPU (once the memory is at full occupancy, speedup is
effectively bound) and numerically confirms related
theoretical and empirical considerations.
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Fig. 6. Comparison of strong scaling results to Amdahl’s law with 96.9%
parallelism (curve fit through SBR points) for the same accelerated SBR
framework as in Fig. 5 but with a fixed number (128) of compute threads per
CUDA block and a variable number of blocks.

Next, Table | shows comparison of total computation times of
the SBR RT propagation analysis conducted in serial and
parallel, that is, for the results generated using a serial CPU
implementation and with the parallelized GPU code,
respectively. The simulations are performed using optimal
values for compute threads and CUDA blocks for individual
numbers of rays, on a standard workstation computer with an
NVIDIA Geforce 1060 (6 GB) GPU. We observe massive
parallel vs. serial speedups, which demonstrates the
effectiveness of the proposed methodology in truly optimizing
the SBR RT code and taking full advantage of NVIDIA
OptiX Prime API and CUDA GPU programing interface for
propagation modeling.

TABLE |I. COMPARISON OF SERIAL AND PARALLEL COMPUTATION TIMES FOR
SBR RT PROPAGATION COMPUTATION.

Number of Rays (thousands) 100 | 400 900 1600

Serial Computation Time (seconds) 852 | 6181 | 29638 | 86214

Parallel Computation Time (seconds) 1 2.6 4.5 6.5

Speedup (x) 852 | 2372 | 6565 | 13263

As the next example, Fig. 7 shows propagation modeling
results for a rectangular dielectric waveguide (tunnel) from
[5], with dimensions 4 m x 4 m x 1000 m, tunnel wall
dielectric parameters &. = 5 and o = 0, and excitation by a
vertically polarized isotropic transmitter at 1 GHz. Tunnels
represent a challenging environment for RT solvers, due to
the large distances covered and the higher order modes
present in propagation, and thus an excellent test case. The
SBR RT results are compared with the IT RT solution (image
theory is known to produce the most accurate ray tracing
results) and the results obtained by Ansys Savant SBR+ [18],

which uses the PO approximation for electric field
computations and is parallel compute enabled. We observe
excellent agreement of the results obtained by the three
methods. This confirms that the vast parallel optimization of
all computational aspects of the SBR RT methodology
proposed and described in this work, enabling such high
parallelism and unparalleled efficiency, have not affected the
previously advanced and established accuracy of the method
(on par with the drastically less efficient IT RT approach) [3].
In fact, the presented major efficiency optimizations and
enhancements have been enabled by and addressed
synergistically with the improvements of the accuracy of the
SBR computation.

—— Ansys Savant SBR+
Reference Image-Theory Method
—— This Presented Optimized SBR Method

—20 4

|
]
&
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Received Signal Strength (dB)

100 200 300 400 500 600 700 800
Tunnel Distance (m)

Fig. 7. Comparison of the presented optimally parallelized SBR method with
IT [5] and Ansys Savant SBR+ [18] in a 4 m x 4 m x 1000 m waveguide
tunnel with dielectric (¢, = 5, ¢ = 0) walls at 1 GHz [transmitter at (1.1 m,
2.1 m, 0), receivers at (1.9 m, 1.7 m, z)].

As the final test case, we consider an example of an urban
wireless propagation environment, the so-called “Madrid
grid” urban scenario, often referenced as the METIS project
scenario, which has been commonly used for evaluation and
characterization of wireless propagation and parametrization
of radio channel modeling in outdoor urban scenarios,
typically via ray-tracing simulations [19]-[22]. This test case
is aimed at evaluation and demonstration of both the
parallelism of the new proposed optimized SBR methodology
and the accuracy and validity of the presented SBR
computations. We consider the geometry shown in Fig. 8, in
which both the buildings and ground plane are assumed to be
concrete, with permittivity of 4.5 and conductivity of 0.09
S/m respectively. The heights of the buildings are adopted to
be 50 m. The path from A to B to C represents a line-of-sight
radio channel while the path B to D is a non-line-of-sight
channel. The transmitting antenna (Tx), at location A, is a
vertically polarized half-wave dipole at a frequency of 5 GHz,
at a height of 10 m with respect to the ground. The receiving
points are placed at heights of 5 m. Note that the presented
SBR methodology is a pure SBR RT approach, and hence
diffraction from edges is not included in the model.
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Fig. 8. Geometry of the “Madrid grid” (METIS project) outdoor urban
scenario. The path A-B—C represents a line-of-sight radio channel while the
path B-D is a non-line-of-sight channel. The transmitting antenna (Tx) at 5
GHz is at location A.

The validation of our SBR computations for this urban
radio channel modeling scenario is performed using Ansys
SBR+ as shown in Fig. 9. We observe excellent agreement of
the present SBR method with Ansys SBR+ in both the line-of-
sight and non-line-of-sight channels.
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Fig. 9. Results for the METIS test case geometry from Fig. 8. A vertically
polarized half-wave dipole is launched from Tx and traced through the Rx
path shown at 5 GHz. The buildings and ground are both assumed to be
cement with a relative permittivity of 4.5 and conductivity of 0.09 S/m.

250

While showing this excellent agreement of the results, we
also demonstrate massive parallelization for this test case. The
results in Fig. 10 show very high parallelism levels, namely,
upwards of 99% parallelism, for both the entire code and the

field computation part in the “Madrid grid” urban scenario
SBR simulations, similar to the tunnel test case.

250 A
—— This SBR Method, Field Computation
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Fig. 10. Strong scaling for the METIS test case. We show scaling for the
electric field computation portion of the code as well as the total scaling for
the SBR method (the entire code).

VI. CONCLUSION

This paper has proposed and described a novel
parallelization methodology to maximally enhance the
efficiency of the developed cone-based shooting and
bouncing ray tracing technique for electromagnetic
propagation modeling, which incorporates procedures such as
ray batching and double count removal to improve the
accuracy of the solution. The parallel optimization of the SBR
code is achieved by fully exploiting the inherent features of
NVIDIA OptiX Prime API and CUDA GPU programing
interfaces suitable for SBR computations, comprehensive
parallelization of all components of the SBR algorithm,
including electric field calculation as well as postprocessing
tasks being traditionally limited to sequential operation, and
addressing and optimizing memory usage and constraints to
further advance efficiency of the method. The paper has
presented and explained in detail a novel unified framework
of algorithms, strategies, and data structures applied to SBR
RT to further acceleration on the GPU without sacrificing the
previously advanced and established accuracy of the method.
Importantly, the major enhancements of the accuracy and the
efficiency are tightly coupled and had to be addressed and
pursued synergistically.

The presented numerical results have demonstrated that the
new proposed optimized SBR methodology achieves massive
parallel vs. serial speedups and upwards of 99% parallelism
under Amdahl’s parallelization scaling law, which is a rather
unique performance outcome. The strategic use of GPUs and
the meticulous optimization of all computational aspects of
the code have resulted in a solver that is extremely efficient in
launching millions of rays, computing, storing, and updating
the electric field for each ray, and converging to accurate
solutions for electrically large structures smoothly and
rapidly. The efficiency gained from the acceleration, achieved
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from the very high level of parallelism, has created an SBR
algorithm with a favorable performance and dramatic
reduction of computation time for convergence in long
tunnels, as a challenging test case, as well as in an urban
outdoor wireless propagation environment. We believe that
the algorithms, strategies, and data structures proposed and
described in this work should be of significant interest and
value to researchers, developers, and practitioners in the field
of ray-based and high-frequency asymptotic methods and
modeling, as well as for all related considerations and

advancements

of parallelism and efficiency of CEM

techniques in general.
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